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At A Glance
Search technology has undergone a fundamental transformation 
in the past decade. No longer a sidecar feature for data and content 
with more important things to do, today’s search literally touches 
every aspect of an organization’s information infrastructure.

No longer one dimensional, “search” can now offer different faces 
and mechanics depending on the context it operates in—whether it 
is in eCommerce, eDiscovery, logistics, CRM, business intelligence, 
decision support, fraud detection, or customer analytics. To handle 
the diversity of challenges within these functional areas, search 
managers are gravitating toward platforms that can provide a 
common infrastructure for many kinds of information seeking, 
discovery, and analytics applications.

Developments in the last five years have made it significantly easier 
to meet these demands. Well-supported standards-based search 
tools have emerged that manage and provide access to a wide 
variety of data sources. New Cloud delivery methods, technologies 
and pricing have made better information management affordable. 
All of these important stepping stones are making it more possible 
than ever before for IT and business leaders to focus on core 
business concerns: the truly effective, purpose-built applications 
that solve problems for the organization today. 
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software technologies. Synthexis provides business advisory services to vendors and buyers 
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years in the IT and online industries. Synthexis and its affiliates advise vendors on market trends, 
potential alliances and competitors. We guide their customers in setting information strategies, 
measuring ROI, and understanding how the impact of current and future market trends and 
demand patterns will shape the implementation of tomorrow’s systems. The Synthexis Blog can 
be found at www.synthexis.com



BUILDING AN INFORMATION 
INFRASTRUCTURE

Infrastructures of any type have several points in 
common. First, they must be standards-based, and 
those standards must be well established. Railroads 
need the same gauge tracks to connect to each other. 

This report explores the emergence of the information management 
infrastructure, and the roles that search plays within it. It focuses on the 
cloud as a delivery mechanism for search services and the information 
infrastructure and, as an example of this trend, describes how Amazon 
CloudSearch provides pervasive search to the online presentation platform 
Prezi.

As businesses become more information-dependent, the role of search has 
moved from “nice-to-have” to “must-have”. Search is ubiquitous and necessary—
in ecommerce, CRM, intranets or on the desktop. We need it to find our stuff, 
wherever it’s stashed. In sophisticated information-centered organizations, all 
information must be findable, no matter its source or location. Search acts as 
a common information gateway to this virtual collection. Organizations must 
monitor their information constantly to keep their fingers on the pulse of the 
business. They will mine it to find patterns and relationships across transactional 
and unstructured data sources. The result will be a more flexible business that 
is able to discover changes, opportunities, and threats quickly.

To fill this role of central gateway, search has evolved well beyond the simple 
search box. A key element in the information infrastructure, its components 
act as both plumbing and faucet, ingesting all types of information, creating a 
common index, and then acting as the finding engine to match users’ questions 
with relevant answers. In its dual roles, search ingests and prepares data for 
better access to more sources, while it also enables browsing, information 
exploration and discovery. It links alert managers to changes and opportunities 
in the business. That’s a big change from basic keyword searching.

Plumbing systems must have pipes that can connect 
in any configuration. Banks must be able to send 
and receive money in standard, secure formats. 

Second, they must be dependable: we must be 
absolutely confident that the system will function 
when we turn on the tap or write a check. Third, 
they must be easy to build on, extend, and connect 
to related structures like houses, internal phone 

systems, or payment systems. They must have a 
familiar set of basic features that are widely known 
and that operate predictably. And fourth, they must 
be invisible to the common user, be that a builder or 
a consumer. 

Information management platforms have reached this 
point today. They are quickly becoming a common 
infrastructure for collecting, indexing, analyzing, 
and providing access to information across a wide 
variety of sources and applications. As an integral 
part of this platform, search is both aggregator and 
interaction point. These two roles are in response to 
a market that demands a more integrated approach 
to managing its information. With the explosion of 
data in the enterprise, and the growing centrality of 
information to the functioning of the enterprise, it 

should come as no surprise that organizations are 
trying to streamline their information management 
strategies.

Information Challenges Today

Organizations today face an information dilemma 
that is compounded by the current scattered state 
of information in the organization. When we asked 
CIO’s to tell us what information problems they 
face, here’s what they told us:

1. Our information is scattered among multiple 
repositories and formats 

2. We don’t have a single point of access to or view 
of our information in all of our repositories, no 
matter what format that information is in.
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Information Infrastructure Challenges

Data – Synthexis Enterprise Survey, 2014
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3. Our business users want quick, direct access to 
business analytics without having to wait for our 
business analysts or IT department to get to their 
questions.

4. We don’t have a consistent information strategy 
across the organization so we duplicate efforts, 
can’t share information or formats.

5. We have too much information
6. We can’t react quickly enough to changing 

situations such as investment trends, new threats, 
or new market demands for products and services

For each of these issues, having a consistent 
information infrastructure helps to unify diverse 
sources and provide a single access point to them. The 
enterprise benefits further by finding common threads 
and patterns across the full range of their data.

Search as Infrastructure

As an integral part of this information infrastructure, 
search technology collects and indexes information 
from multiple sources to serve as a common gateway 
to information in documents, customer data, 
transactional data, or Web data. Its role as access 
purveyor has evolved largely because the demands 
of an information-centered organization require a 
single information gateway. Although search has 
many faces, they all share a common set of tools—
index, connectors, matching engine, ranking, facets. 
These should not have to be duplicated each time 
you deploy a new software application with a search 
feature. 

One of the main things an effective and easily deployed 
search service does is to return time back to IT. IT can 
then focus on solving the information problems of 
the organization, building specialized information 
applications based on the same search tools, but with 
different goals, tuning, or interfaces for each one.

Our 2014 survey found that organizations were using 
search for a variety of atypical purposes, creating 

search-based applications on a common search 
foundation. The chart on page 7 lists the applications 
areas most frequently mentioned by search managers.

Search as an Enabler

Good search connects people to the information 
they need easily. It provides a familiar interaction 
framework for users. It allows them to explore, making 
previously passive applications interactive, enabling 
an iterative exploration of a collection of information. 
Search was one of the earliest technologies to focus on 
human language. It changed how people were able to 
interact with computers, not requiring special codes 
or protocols. For these reasons, we find that search 
has assumed a role that was originally unforeseen in 
raising users’ expectations for active involvement in 
information exploration.

Pervasive Search

It seems clear from our survey data that search has 
become both a foundation technology as part of 
the information infrastructure and a key enabler 
for user-facing and information rich applications 
like ecommerce, Web and Intranet search, decision 
support, cognitive computing, drug discovery, 
eDiscovery, fraud detection or customer self-service. 
In this pervasive role, we find search embedded in 
nearly every application that touches unstructured 
information—the 80% or so of the digital information 
in the enterprise as well as an easy-to-use access 
channel to structured information. 
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Data – Synthexis Enterprise Survey, 2014

Information Infrastructure Goals

However, as always, the devil is in the details. 
Each search-based application has slightly different 
requirements that may call for different information 
sources, different connectors, different tuning, users, 
and interfaces. Although these differences call for 
separate applications, there’s also a need to have a 
common view of both interactions and data. This 
can be a real headache as search-based applications 
proliferate unless they share a common foundation. 
To forestall this data confusion, as well as eliminate 

duplication of effort, many organizations have begun 
to move to standards-based software, and to cloud-
based delivery of that software, when possible. 
The standards facilitate data exchange. The cloud 
mitigates storage headaches.

Our 2014 enterprise survey found that 

organizations were using search for a 

variety of atypical purposes, creating 

search-based applications on a 

common search foundation.
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The arrival of open source search in the last decade 
has upended the proprietary search market, but it 
has also contributed to the ubiquity of search across 
software applications. Large enterprises with internal 
search expertise are gravitating to open source 
search, and a number of proprietary search vendors 
have themselves adopted open source search as the 

Like any utility, cloud-based services 

benefit from economies of scale. Cloud 
services can spread the costs of building 

data and compute-intensive parallel 

applications more affordably. Dynamic 
allocation of resources minimizes 

the waste of unused hardware while 

ensuring that the resources are on 

tap when needed. This makes it 

easier to adjust to the fluctuating and 
unpredictable demands of a business, 

especially one that is seasonal. A pay-

as-you-go model bills you for what you 

actually use, without having to plan for 

peak load capacity. 

There are additional advantages to using a good 
cloud-based service:

• Agility
• Access to a wide variety of ready-made API’s 

developed by the vendor
• Device and location independence: information 

is accessible without regard to the user’s location 
or which device s/he is using.

• Cost savings for software licenses and 
maintenance

• Reliability: Downtime and disasters are less 
likely to strike due to increased redundancy. 
Disaster recovery may be faster when it does 
happen.

• Security: proprietary cryptographic methods, 
HTTPS, support for security policies, groups, 
and roles

• Scalability
• Support and access to vendor’s expertise
• Common provisioning; one place to change and 

upgrade
• No need to reinvent every time you require the 

same type of feature

These are obvious advantages. Perhaps less obvious 
is the saving in IT time and expertise. Search in 
particular is finicky, requiring a specialized set 
of skills and experience to tune, update, create 
new tools and API’s and make sure that all of 
its functions are well integrated and accessible. 
Therefore, being able to rely on specialists who 
have “seen it all” and who devote themselves to 
writing new connectors, improving query speed, 
adding entity or topic extraction, creating better 
analytics or parallelizing searches is a tremendous 
boon for customers. Upgrades become part of the 
service. There is no need to re-certify a software 
stack every time a new version is installed.

SEARCH IN THE CLOUD

There are plenty of reasons for turning to a common 
platform to supply functionality that is common to 
multiple applications. By relegating the basic search 
functionality to the cloud-based product, enterprises 
are free to focus on purpose-built applications 
that solve problems for the organization. This is 
the new hot spot for search. These search-based 
applications, or InfoApps are now central to online 
retail, ecommerce, fraud detection, intranet search 
or customer support. Search-based applications are 
designed to support a specific task or domain, often 
within a particular organization. They may require 
specialized vocabularies or taxonomies, or need to fit 
into a workflow. 

The pervasiveness of search has been further 
accelerated by the availability of open source search, 
a relatively new phenomenon.

OPEN SOURCE SEARCH

Open source software is software 

developed collaboratively, then 

licensed to ensure that it can be freely 

shared and modified. A community of 
developers commits to keeping the 

software up to date and free of bugs.   

Additional functionality is developed 

and then vetted by the community 

before it is added to the basic software. 

underpinning of their own products. With good 
reason, because open source search provides:

• Well tested non-proprietary code
• Standards
• A community of skilled developers that hastens 

development and fixes bugs quickly.

But open source search is just a beginning. To 
transform it into a platform, it needs to be case-
hardened so that it is stable, extensible and reliable. 
It needs to be integrated into the information 
management environment, with connectors and 
analytics and familiar API’s for developers. Data 
security is a requirement, as is the ability to ingest 
and index multiple sources and formats of data and 
make them searchable from a single point of access.
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Prezi (prezi.com) is an information exchange that 
requires this kind of scalable reliability. They need to 
make their information available quickly, and cater 
to the dynamics of their users. Search is critical to 
their business. This cloud-based software company 
enables its customers to brainstorm and collaborate, 
create unusual presentations, and share the results, 

PREZI
Seeking Cloud Search That “Just Works”

no matter their location or device. Their search needs 
at this stage are basic—good matching of queries to 
documents and quick updating of their index. They 
started with about 200 million documents, but the 
storage volume is expected to grow to 1 terabyte, 
doubling annually. Prezi did not want to hire or 
develop the expertise to build search from scratch, 
and they needed flexible, scalable search to match 
their growing business. Their customers need to find 
materials both they and others have developed, and 
they want to find images by topic without the time 
consuming delays of creating and standardizing tags. 

To make its materials searchable quickly and 
easily, Prezi developed a database of images that 
are associated with the text in the same slide. The 
contents change constantly, however, and they need 
to upload those images and make them searchable 
automatically using the related text. Furthermore, 
they anticipate adding and indexing new sources. 
For this purpose, they envisioned using search as  “a 
materialized view over multiple sources.”  In other 
words, a single gateway to all their information. 

To accomplish this, they needed stable, reliable and 
expandable search. The materials had to be accessible 
to its users no matter their device or location. Peter 
Neumark, a Prezi software engineer told us that they 
were looking for search that they could “pay for, use 
and forget about.”

Selecting a Search Infrastructure 

Prezi’s previous search solution was slow, and didn’t 
function well  enough as a key-value store. They also 
required a solution that allowed them to relate an 
image to its neighboring text easily. They decided 
to look at Amazon’s CloudSearch to solve these 
problems and deliver relevant material to searchers 
quickly and reliably. In other words, they were 
looking for search that “just worked”. They didn’t 
want to maintain it themselves, and, because they 
were familiar with them, they wanted to continue to 
use the AWS API’s, which they like. 

Two of the major reasons that 

companies give us for moving their 

search to a cloud-based model are 

that first, they need a scalable, flexible 
model that can vary with the demands 

of the business, and second, that 

search is not their core business so 

they prefer to rely on outside experts 
who can deliver a solid reliable 

foundation on which they can build 

specialized applications that have a 

search component.

When they did head-to-head testing, they found that 
CloudSearch was cheaper, faster, more reliable and 
expandable, and easier to synch with their Amazon 
DynamoDB database. They liked its auto-scaling 
features that would grow with their data and their 
business.

Rollout and Future Plans

Prezi are “happy campers”. They deployed 
CloudSearch in 3 weeks, and are seeing lower cost, 
lower latencies, and virtually no need to pay attention 
to their basic search foundation. Their next step will 
be to roll out additional domains and sources. They 
like the idea of adding domains rather than changing 
the initial schema. They will also make the search 
function more visible on their site, now that they no 
longer need to worry about its reliability and speed.
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Amazon CloudSearch offers 
organizations the ability to explore 
the potential for a common search 

infrastructure for the enterprise’s 

applications of search.

AMAZON CloudSearch WHY NOW? 

Toward a Unified Information Strategy
Information centered organizations face significant challenges if they are to compete 
in a world of big data that arrives ceaselessly from an information landscape littered 

with incompatible sources. The enterprise information infrastructure must be designed 

to handle the peaks and valleys of data surges and unforeseen demands. To compete 

effectively, businesses must be able to see across these sources, to unite the clues 
that signal changes in demand, new threats or opportunities. The data stores--the 

transactional systems, CRM systems, archives, messaging and CRM, social media-- 
all contribute to a complete and dynamic view of a business. 

Developments in the last five years have made it significantly easier to meet these 
demands. Standards-based information platforms have emerged that manage and 
provide access to a wide variety of data sources. New delivery methods, technologies 

and pricing have made better information management affordable. Specialized 
applications that are easy to use, and that support the needs and specific tasks 
of the enterprise are easier to build on this central foundation. They depend on the 

infrastructure’s common pool of resources to support ecommerce, eDiscovery, 
logistics, CRM, business intelligence or decision support. 

Any good information infrastructure must support both IT development and users, 

streamlining their work and making them more agile. It should provide the flexibility 
to understand and act upon incoming data quickly. In this complex information 
landscape, anything that will minimize duplication of effort and relieve IT of tackling 
technologies that are not central to the organization’s business makes sense. 

Infrastructure should be nearly invisible. It can’t be a prima donna. Instead, it is the 

stage crew in any production, making the production shine, while never getting in its 

way. A good search infrastructure operates behind the scenes to support the visible 

information interaction points—the search boxes, the facets, the charts, graphs and 
visualizations. It connects the backend pieces that need to work together to make the 

public face of the organization shine. 

Amazon CloudSearch is a good example of an open 
source-based, cloud-delivered enterprise search 
foundation. It has been case hardened to be extensible, 
reliable and scalable. As a managed search service, 
hardware and software provisioning, setup and 
configuration, software patching, data partitioning, 
node monitoring, scaling, and data durability are 
handled for you. The development team has tested 
and selected tools, like the one for hit highlighting, 
that scale best and work reliably.

Based on Lucene/Solr 4, the CloudSearch features 
are familiar to developers. However, the deployment 
and replication strategies were developed by the 
CloudSearch team to improve stability and speed. 
CloudSearch is an integral part of the AWS portfolio 
of services. This means familiar API’s and easy 
integration with other AWS services, as well as a 
set of features and functions that lend themselves to 
an infrastructure play. CloudSearch infrastructure 
features include:

• A management console to create a search 
domain, configure and monitor it. It also offers 
configuration recommendations during this 
process. The console is a good way to experiment 
with your data and find the best settings for your 
search domain.

• Scalability: automatic scaling adjusts to changes 
in data and traffic flow, but it is also manually 
controllable. 

• Automatic sharding: customers push data to 
their document endpoint and the service handles 
sharding and replication.

• Automatic add or delete fields
• Reliability, as reported to us by CloudSearch 

customers. 
• Automatic monitoring and recovery.
• High availability
• Speed: Low latency/high throughput
• Security: user authentication, HTTPS support
• Stability:  automatic limits are designed to limit 

actions that would degrade performance and to 
maintain the cluster. 

Amazon CloudSearch supports search features such 
as:

• Free text, Boolean, and faceted search
• Autocomplete suggestions
• Customizable relevance ranking and query-time 

rank expressions
• Field weighting
• Dynamic fields
• Index field statistics
• Support for 34 languages
• Hit highlighting,
• Geospatial search
• Relevance tuning
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